Processes in Linux

In Linux, a process is an instance of a program being executed. It's like a running program that's actively using system resources to complete a task. Here's a breakdown of the concept:
· Analogy: Imagine a process as a recipe being followed in a kitchen. The recipe (program) has instructions (code) that need to be executed (followed) to create a dish (complete a task). The ingredients (data) used while following the recipe are similar to the data a process works with.
· Creation: Whenever you run a program or command in Linux, a new process is created. This includes opening applications, using the terminal, or even background tasks.
· Components: A process consists of several elements:
· Code: The program instructions that define the task's steps.
· Data: The information the program needs to work with, like files, user input, or temporary variables.
· Process ID (PID): A unique identifier assigned to each process for tracking and management.
· State: Processes can be in different states like running, waiting for resources, or sleeping.
· Memory: The portion of system memory allocated to the process to store its code, data, and execution state.
· Resources: Processes can utilize various system resources like CPU time, network connections, and open files.
· Management: The Linux kernel manages processes, keeping track of their states, allocating resources, and ensuring they run efficiently. Several commands and tools allow you to view, manage, and terminate processes if needed.
· Importance: Processes are fundamental building blocks for multitasking in Linux. Multiple processes can run concurrently, allowing you to work on different tasks simultaneously. The kernel ensures processes share resources fairly and efficiently.
Types of processes:
· Parent and Child process : The 2nd and 3rd column of the ps –f command shows process id and parent’s process id number. For each user process, there’s a parent process in the system, with most of the commands having shell as their parent.
· Zombie and Orphan process : After completing its execution a child process is terminated or killed and SIGCHLD updates the parent process about the termination and thus can continue the task assigned to it. But at times when the parent process is killed before the termination of the child process, the child processes become orphan processes, with the parent of all processes “init” process, becomes their new pid. 
A process which is killed but still shows its entry in the process status or the process table is called a zombie process, they are dead and are not used.
· Daemon process : They are system-related background processes that often run with the permissions of root and services requests from other processes, they most of the time run in the background and wait for processes it can work along with for ex print daemon. 
When ps –ef is executed, the process with ? in the tty field are daemon processes.
Commands used to check processes:
Several commands in Linux are helpful for managing and understanding processes. Here are some commonly used ones:
Viewing Processes:
· ps (Process Status): This is the most versatile command for viewing process information. It can display a list of running processes with details like process ID (PID), username, CPU usage, memory usage, and the command that launched the process. You can use various flags with ps to filter and customize the output. For example:
· ps aux: This displays a detailed list of all processes.
· -a: Shows information about all users
· -x: Shows information about processes without terminals
· -u: Shows additional information like -f option
· -e: Displays extended information
· ps -u <username>: This shows processes owned by a specific user.
· ps -f: This displays a full format listing with many details.
· top: This is another popular command for viewing processes. It provides a real-time dynamic view of processes, showing CPU usage, memory usage, and other information. The display refreshes periodically, allowing you to monitor process activity.
Process Management:
· kill: This command is used to terminate a process. You need the process ID (PID) to send a signal to the process for termination. By default, kill sends a termination signal (SIGTERM), but you can specify other signals for a more forceful termination (use with caution).
· killall: This is used to terminate all processes belonging to a specific program name. It's helpful when you want to stop multiple instances of a program.
· jobs: This command (and the related bg and fg commands) is useful for managing background processes. It shows a list of currently stopped background jobs.
· fg: This command brings a suspended background job to the foreground, allowing you to interact with it directly in the terminal.
· bg: This command resumes a stopped background job in the background, allowing it to continue execution without interrupting your current terminal session.
Additional Tools:
· htop: This is an enhanced version of top with a more user-friendly interface and additional features for process monitoring.
· man ps: This displays the manual page for the ps command, providing detailed information about its usage and available options.

